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Motivation for the use of inexact hardware
I Numerical models are crucial for reliable forecasts of future

weather and climate.

I The quality of these forecasts dependents strongly on the
resolution and complexity of the numerical models used.

I Resolution is limited by the computational power of
state-of-the-art super computers.

I The free lunch is over: We can not assume that the steady
increase in resolution and computational power will continue.

I Silicon technology is reaching it’s limits due to transistor sizes.
Moore’s law is under threat.

I Excessive parallelisation will increase power consumption
linearly with the number of processors.

I If we reduce numerical precision, we can reduced power
consumption and/or increase performance.
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What is inexact computing hardware?

My definition: Inexact hardware is using a level of numerical
precision that is smaller than double precision (64 bits).

It turns out that there are plenty of different approaches in
hardware development that study trade-offs between precision

and performance.

Easiest way: double→ single→ half.
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Four approaches to inexact hardware
Approach A: Stochastic processor

I If we reduce the applied voltage or the wall clock time beyond a
certain level, we will get hardware errors, but we will save power.

Approach B: Pruning

I Parts of the CPU that are hardly used or do not have a strong
influence on significant bits are removed.

Approach C: Field Programmable Gate Array (FPGA)

I FPGAs are integrated circuits that can be configured by the user.

I Numerical precision can be customised to the application.

Approach D: Half precision

I We investigate the use of half precision on existing CPU
hardware in cooperation with Argonne National Labs. Half
precision will be available on next-generation GPUs.
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Multiscale representations in climate models

I Spectral models allow to treat short and large scales
independently.

I The large scales need to be calculated exactly.

I The small scales can not be solved exactly anyway (viscosity,
parametrisation,...).

I The small scales are expensive.

We should use inexact methods to compute the small scales.
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I The large scales need to be calculated exactly.

I The small scales can not be solved exactly anyway (viscosity,
parametrisation,...).

I The small scales are expensive.

We should use inexact methods to compute the small scales.

Higher resolution→ parametrisation at smaller scales.
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Scale dependent precision in hardware:
Stephen Jeffress

If the (unresolved) small scale EOF in Lorenz ’63 should be replaced
by a stochastic parametrization (Palmer 2001)

ẋ = f (x , y , z)+ηx

ẏ = g(x , y , z)+ηy

ż = η,

then custom hardware should be built to integrate

ẋ = f ′(x , y) + ηx

ẏ = g′(x , y) + ηy

where ηx , ηy guide discretizations in the hardware design.
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Scale dependent precision in hardware:
Stephen Jeffress

Integer (32 bit) adder

4% of FPGA for all arithmetic

PDF of integer integration

Float (64 bit) adder

11% of FPGA for all arithmetic

PDF of float integration
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The impact of inexact hardware on forecast quality:
Tobias Thornes

1. Build a Lorenz ’95 model with more than two levels.

2. Reduce precision for small scales.

3. Compare high precision simulations with parametrised small
scales against simulations with reduced precision that resolve
small scale dynamics.

4. Evaluate forecast quality and skill scores.
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Our vision....

A global circulation model which is using just the right level of
precision and reducing numerical precision with scales.

Large scales: Double precision, Small scales: Half precision

How will rounding errors affect the solution?
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How strong can we reduce precision in an atmosphere
model?

I We calculate weather forecasts with a spectral dynamical core
(IGCM) in a “Held-Suarez world” and compare results against a
high resolution truth.

I Floating point precision for the significand is reduced to 8 or 10
bits instead of 52 bits for double precision using an emulator.

I In the reduced precision setup, only 2% of the computational
cost of the control simulation is calculated in double precision.

I In cooperation with Rice University (USA) and EPFL
(Switzerland) we derived hardware setups of the floating point
unit, memory and cache that show comparable error pattern.

I We analyse the possible savings and trace the application to
obtain an estimate for the power consumption on the exact and
reduced precision hardware.
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What are the savings?

Resolution Precision FP Normalised Forecast
significand Energy Demand error day 2

235 km 52 1.0 2.3
315 km 52 0.47 4.5
235 km 10 0.32 2.3
235 km 8 0.29 2.5

Forecast error: Mean error in geopotential height.

To save power a reduction in precision is much more efficient
than a reduction in resolution!

PD Düben, TN Palmer, Mon. Weath. Rev., 2014
PD Düben, J Schlachter, Parishkrati, S Yenugula, J Augustine, C Enz, K Palem and TN Palmer, DATE, 2015
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A full weather model in single precision

I More than 30% speed-up.
I Less computing nodes are needed due to reduced memory

requirements.
I Filip Vana is now investigating single precision in IFS.

A trade-off between precision and performance is possible.

Peter Düben Page 12



A full weather model in single precision

I More than 30% speed-up.
I Less computing nodes are needed due to reduced memory

requirements.
I Filip Vana is now investigating single precision in IFS.

A trade-off between precision and performance is possible.

Peter Düben Page 12



A full weather model in single precision

I More than 30% speed-up.
I Less computing nodes are needed due to reduced memory

requirements.
I Filip Vana is now investigating single precision in IFS.

A trade-off between precision and performance is possible.

Peter Düben Page 12



Rounding errors in atmosphere models

I Rounding errors will generate a forcing that is added to the
differential equations.

I The forcing is (almost) uncorrelated in space and time.

I We can influence the forcing by changing either the precision, or
the model setup (time stepping scheme etc.)
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differential equations.

I The forcing is (almost) uncorrelated in space and time.

I We can influence the forcing by changing either the precision, or
the model setup (time stepping scheme etc.)

I Stochastic parametrisation schemes use “high quality” random
noise with specific mean and variability.

I The noise is motivated by sub-grid-scale variability.

Can we design noise from rounding errors and replace the
random noise in stochastic parametrisation schemes?
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Let’s test this!

I We study a model of the randomly forced one-dimension
Burgers equation with stochastic parametrisation for turbulent
closure by Dolaptchiev, Timofeyev and Achatz.

I The parametrisation scheme is based on the stochastic mode
reduction strategy by Majda, Timofeyev and Vanden-Eijnden.

We design noise from rounding errors by adding a small number
of operations per prognostic variable per timestep to replace the

random forcing in the parametrisation scheme.
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Rounding errors can represent sub-grid-scale
variability
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We can replace the stochastic forcing of a stochastic
parametrisation scheme by rounding errors.

This study is certainly extremely idealised!

PD Düben, SI Dolaptchiev, TCFD, 2015
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Rounding errors can represent sub-grid-scale
variability

If we add a tiny amount of random noise to the initial conditions,
rounding errors will be almost uncorrelated in space and time.

Rounding errors can be used to represent sub-grid-scale
variability and generate ensembles.
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Information content of Burger’s: Stephen Jeffress

From Shannon 1948 the stochastic parametrization η in

d
dt x = f (x) + η

should act to reduce the information content Hx of the resolved scale
evolution equation f (x)

Hx = Hf − Hη.

Can this be related to a reduction in the bit-wise information content

Hbits = − ∑
i=bits

Pi log Pi

where Pi = P(flipping bit i) in the numeric integration of f (x)?
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Information content of Burger’s: Stephen Jeffress

d
dt
u + d

dx

(

u2 + ν
d
dx
u
)

= F (x, t) + η(x, t)

Number
Representation

Information
H =

∑
p log p

Integrating with less information content gives efficiency and subgrid variability simulatneously

64bit float H = 0.45

32bit integer H = 0.27

16bit integer H = 0.14

H = 0.14

H = 0.14
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The use of Lyapunov exponents to guide numerical
precision: Fenwick Cooper

∂tXj = xj−1 · (xj+1 − xj+1)− xj + fj

I We use the single layer Lorenz ’95 model with (a) zonally
symmetric forcing or (b) spatial symmetry broken by adding a
local forcing (fj ).

I Rounding errors grow with positive Lyapunov exponents and
decay with negative Lyapunov exponents.

I We study the impact of rounding errors when precision is
reduced for different Lyapunov vectors for weather and climate
forecasts.

I We will extend the study to consider state dependent precision
levels for specific flow regimes.
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Tests with a C-grid shallow-water model

∂tu + u · (∇u) + fk× u + g∇η = ν∆u + τ

∂tη +∇ · (hu) = 0

u: horizontal velocity
f : Coriolis parameter
k: vertical unit vector
g: gravitational acceleration

η: surface elevation
ν: eddy viscosity
τ : forcing term
h: height of the fluid column
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Tests with a C-grid shallow-water model
We run a Munk-double-gyre ocean testcase on a 128X128 grid with
500 meter depth.

Peter Düben Page 21



Tests with an FPGA with uniform precision for
comparison

Implementation Clock rate Thousand iterations per second Speedup relative to Power Joules per thousand iterations Energy reduction relative to
12 thread CPU 53 bit FPGA 12 thread CPU 53 bit FPGA

1 thread CPU 1.273 0.16x 411W 323 0.176x
12 thread CPU 7.948 1x 453W 57.0 1x
53 bit FPGA 190 MHz 18.252 2.30x 1x 140W 4.96 11.5x 1x
24 bit FPGA 150 MHz 42.874 5.39x 2.34x 137W 3.20 17.8x 1.55x
14 bit FPGA 150 MHz 97.876 12.3x 5.35x 141W 1.44 39.6x 3.44x

TABLE I. PERFORMANCE RESULTS
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Fig. 1. L2 norm of absolute errors in standard deviation-fields with respect
to mantissa width.

on and off, with GCC, and the double precision FPGA
implementation. We use ICC with the highest optimisations
as our main reference, and use the error relative to the other
versions to characterise the error in the model.

For the initial noise results we see that the mean-error
for h ranges between 0.1 ⇥ 10�4 m and 0.2 ⇥ 10�4 m. Sim-
ilarly we see the mean-error for u and v ranges between
0.8 ⇥ 10�5 m s�1 and 8 ⇥ 10�5 m s�1. The sd-error for h
ranges between 2.5 ⇥ 10�6 m and 4.5 ⇥ 10�6 m and the sd-
error for u and v ranges between 0.5 ⇥ 10�6 m s�1 and
2.0 ⇥ 10�6 mm s�1.

We see that the mean-errors and sd-errors caused by the
differences between the implementations are of a similar scale
to those caused by adding noise to the initial state. This is the
case for all three variables.

The acceptable-mean-error allows for reduced precision
implementations with mantissas as short as 12 bits. The sd-
error for the reduced precision implementations can be seen
in Figure 1. The sd-error for h, u and v only remains in
the acceptable range for mantissas as short as 14 bits. We
can therefore use 14 bit mantissas in an acceptable reduced
precision implementation of the shallow water model.

B. Performance results

Due to the amount of logic resources the compilation tools
are able to increase the clock rate of the double precision
implementation to 190MHz. The timing results are taken from
processing a 100x100 grid for 25 million iterations.

The performance results are presented in Table I. We see
that the 14 bit FPGA runs 12.3 times faster than the 12 thread
CPU version and uses 39.6 times less energy. For the CPU
version to complete a simulation of the same length in the same

time the resolution would have to be reduced by 3
p

12.3 = 2.3
times to a 43x43 grid. For the simulation to be completed using
the same energy the resolution would need to be reduced by
3
p

39.6 = 3.4 times to a 29x29.

VI. CONCLUSION & DISCUSSION

This paper explores the FPGA acceleration of a C-grid
shallow water model through reduced precision techniques.
The novel aspects of this work include accuracy analysis based
on precision modelling, resolution modelling, and performance
modelling. Current and future research includes support for
further optimisations such as the adoption of non-uniform
word-lengths and run-time reconfiguration, and extension of
our approach for speeding up more complex climate models.
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We calculate the accuracy of a design with precision (e, m)
by taking the mean-error and sd-error of the design. We name
the error metrics as mean-errore,m and sd-errore,m, respectively.
Therefore, the accuracy constraints can be expressed as:

mean-errore,m <= mean-accuracy (10)
sd-errore,m <= sd-accuracy (11)

C. Resolution Modelling

An alternative to reducing precision, for the purpose of
improving performance, is to make the grid coarser.
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We will assume we always use a square grid. If the
resolution width is halved, then the number of grid points, and
thus computations, is reduced by a factor of four. Therefore an
iteration takes one quarter the original time. Another effect of
halving the resolution width is that the length of each time-step
can be doubled and still satisfy the Courant–Friedrichs–Lewy
(CFL) condition for stability. This means that the overall time
required to simulate a certain period is reduced by a factor of
eight. We see that the computation time increases as O

�
r3
�

where r is resolution width.

We also know that if we reduce the grid resolution by a
factor of n, we must also increase the viscosity parameter of
the model by a factor of n3 and this will degrade the quality
of the result [12]. We therefore see that achieving a speedup
of n through reducing grid resolution requires an increase in
viscosity of n.

Running the model with an increased viscosity but without
reducing the grid width will give a lower bound to the error
caused by reducing grid resolution. We will use this method
since comparing the results of grids of different dimensions is
non-trivial.

D. Design Optimization

With the design, precision and resolution models, we
optimise the design to fully utilise the available resources.
In this work, the optimization models have two scenarios.

In the first scenario, we target to maximize the overall design
throughput, TH

n3 , where TH is calculated with Equation 2, and
n3 indicates the increase in processing tasks for increasing the

JS Targett, X Niu, F Russel, W Luk, S Jeffress, PD Düben, FPT, 2015
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Tests with an FPGA with uniform precision for
comparison

I We can reduce precision to 14 bits in the significand getting the
same difference in results compared to a simulation that is using
different compiling flags.

I A simulation with 14 bits is 5.4 times faster compared to a
simulation in double precision.

I The reduced precision simulation on an FPGA needs 39 times
less energy compared to a double precision simulation on a
multi-threaded CPU.

I This would allow a simulation with a 100x100 grid on the FPGA
for the same amount of energy compared to a 29x29 grid on the
CPU.

JS Targett, X Niu, F Russel, W Luk, S Jeffress, PD Düben, FPT, 2015
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What is the best way to find the lowest precision level
that can be used?

Let’s assume that we have hardware that can trade precision
against performance for individual parameters.

How can we find the minimal level of precision that can be used
to achieve maximal cost reduction?

We will need to “fine-grain” the precision levels (one precision
level per model→ subroutine→ line of code→ variable).

Using fine-grained precision levels we will learn more about the
information content, stochastic parametrisation schemes and

bad coding habits.

Challenge: It is quite hard to predict a response of a chaotic
model to rounding errors.

The more precision levels we are using, the more numerical
tests will be needed.
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My recipe to reduce precision for individual parameters

1. Introduce an emulator for reduced precision into the model.

2. Define a quality control for short term simulations of 50
timesteps. (The mean difference between the double precision
and the reduced precision simulation should be smaller than
0.1% of the standard deviation of u, v , and η.)

3. We give each floating point field of the time-stepping loop
(29 in total) an individual level of precision (e.g. ∆t, h, g,...).

4. We perform a set of runs to identify the minimal precision level
for each variable. We reduce precision to 2 bits in the significand
for the specific variable using double precision elsewhere and
increase the precision level until the run fulfils the quality control.

5. Automatise the search.

The results on the following slides are very preliminary!
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Tests with a C-grid shallow-water model
Parameter number of bits in the significand

η 12
u 12
v 12
τx 2
τy 2
dh 2
du 2
dv 2
ab 2
h0 2
fu 4
fv 4
b 7
zeta 2
vec 2
g 5
pi 2
f0 2
beta 2
ν 2
ah 2
x0 2
y0 2
dx 8
dy 8
dt 2
slip 2
sigmax 2
sigmay 2

We end up with precision levels that
should be used for the significand of
floating point numbers.

Precision can be reduced significantly!

Expert knowledge is needed to obtain
stable model simulations (increase
precision for ∆t and ab).
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Tests with a C-grid shallow-water model

Height field after 28 days of simulations.

Results are OK, but this is certainly not the best way to do it.
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Multi-scale modeling for atmospheric convection:
Aneesh Subramanian

I Testing super-parameterized IFS in the ensemble mode with
different initiation of the sub-grid cloud model

I Ensemble forecast of MJO in Feb-Mar 2015, T159 resolution
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Multi-scale modeling for atmospheric convection:
Aneesh Subramanian

High Rez IFS 
T639 

Stoch-SP 
T159 

Initialized: 19Feb2015 

MJO initiation captured better by super-parameterization
ensemble in this test case.
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Multi-scale modeling for atmospheric convection:
Aneesh Subramanian

Probablistic forecast for tropical
cyclone Pam:

I Tropical cyclone probabilistic
forecast is improved in
super-para. ensemble.

I More intense wind and
precipitation events of tropical
cyclone Pam captured by
super-para. ensemble (not
shown)

Verification 

High Rez IFS 

SP-IFS 
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Inexact hardware and stochastic para. in
super-parametrisation

I We want to combine stochastic methods and inexact hardware
in super-para. setup.

I Inexact hardware would make the simulations cheaper (currently
60 times more expensive).

I We will use rounding errors to identify the magnitude of forcings
for stochastic parametrisation schemes, and vise versa.
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Inexact land surface:
Andrew Dawson and Dave MacLeod

I Uncoupled 4-level land surface model (HTESSEL)

I 5 experiments with variable precision between 18-23 bits in
temperature fields otherwise 16 bits throughout

I Seasonal-like runs: initialised May/Nov, run with ERA-I
1981-2005 forcing for 4 months
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Inexact land surface:
Andrew Dawson and Dave MacLeod

Coloured lines: RMSE vs full prec. control.
Black line: spread in operational coupled model

Error << spread in top layers for temperature
Errorspread increases in lower layers for moisture
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How to approach full-blown GCMs?
Emulation of reduced precision: Andrew Dawson

Method:
We define a new reduced-precision type that behaves like a floating
point number, but reduces the precision when it is operated on, this
allows the emulation of reduced precision and specific setups of
inexact hardware in large models (maybe IFS?) with no need for
extensive changes of model code.

Example:
Emulated 5 bit significand with reduced precision “+”

Standard Fortran:
REAL :: a,b,c
a = 1.442221
b = 2.136601
c = a+b
→ c=3.578822

Reduced precision declarations:
TYPE(reduced_precision) :: a,b,c
a = 1.442221
b = 2.136601
c = a+b
→ c=3.562500
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Impact, attribution and quality of forecasts:
Ana Lopez, Nathalie Schaller and Mio Matsueda

Ana:
I How are probabilistic weather and climate forecasts used for

decision making in the management of natural resources and
hazards.

I Collaboration of physicists and anthropologists to overcome
barriers of forecast information for decision making.

I Different case studies on different locations (water resources,
floods, public health and disaster risk prevention and
management).
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Impact, attribution and quality of forecasts:
Ana Lopez, Nathalie Schaller and Mio Matsueda

Nathalie:
I Attribution of extreme weather events to climate change
I How seasonal hindcasts represent extreme events and whether

we can detect changes in their frequency during the 20th century
I Part of a European project that aims at delivering reliable and

user-relevant attribution assessments on a fast-track basis in the
immediate aftermath of extreme events
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Impact, attribution and quality of forecasts:
Ana Lopez, Nathalie Schaller and Mio Matsueda

Mio:
I Flow-dependent predictability of weather regimes
I Comparisons of operational medium-range ensemble forecasts
I Climate change projections with a Japanese high-resolution

(TL959) climate model
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Open questions and need for advise from applied
mathematics

I How can we describe the propagation of rounding errors through
a numerical programme with non-linear dynamics?

I How can we estimate the response of a model to a rounding
error forcing?

I How can we identify the minimal level of precision that can be
used?

I How can we describe the information content of an Earth
System model?
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Conclusions
I Double precision as default is overcautious in Earth System

modelling.
I Inexact hardware allows significant savings. Freed resources

can improve forecast quality.
I To save power, a reduction of precision is more efficient

compared to a reduction in resolution.
I There are several different ways to trade precision against

performance in hardware development (Stochastic processors,
pruned FPUs, FPGAs, half precision,...).

I Rounding errors can represent sub-grid-scale variability and
generate ensembles (based on idealised study).
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